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'Tt can be downloaded at http://www.loa-cnr.it/mostro/files/MostroDell.pdf.
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1.3 And what about actions?
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1.4 Modal logic is a relevant tool for reasoning
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Chapter 2
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2.1 The logic of “Seeing to it that”
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2.1.1 Basics of the logic
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!STIT models correpond to what Belnap et al. call BT 4+ AC structures, for branching
time and agent choices.



2.1.2 Reasoning about choice of individual agents

e XH Z
[ X
" (
) z
X (
)
X 7z
[ X
e [H X
N
o W
W]
[ W
e ¢
[ €]
P v mv
[ X X
Ldm z ()
deliberative ’
hiid
\Y% Ldm
C
ATM AGT AGT
N* 1 AGT j0<j< 1
N AGT = N*
U Sett : ¢ (¢ ¢ ’)
[i cstit: @] (‘4 ¢ ) i€ AGT
O¢ Sett c o[ il¢ [i cstit: @]

0)



pu=ploAd|[ilg|0e

p ATM
o (1)¢ “O-¢-  [i]-¢ N
C
[ X
() O)
H +
X
C
@) 0

@O —4) O¢— i

(&) (Olio]do A ... A Olig]dr) — O([io]do A - .. A [ig]dr)
1<k <|AGT|

m . (|[BPX0Op.|). Let ¢ be any formula of our CSTIT
language. ¢ is STIT-valid iff ¢ is provable from S5(3), S5(), (O — i), and
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m. T  he problem of satisfiability for CSTIT is NEXPTIME-complete.

2.2 Modal logics for coalitional power

2.2.1 Coalition Logic
AGT Pro p
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D fi. (ff v ). Given a set of agents AGT and a
set of states S, an ff i s a function E : 2467 22°. An
effectivity function is said:

o J i ffforall X, if S\ X ¢ E(AGT \ J) then X € E(J).

e ffforall X C X' C S and for all J C AGT, if
X € E(J) then X' € E(J).

o ff for all X1, Xo, J1, Jo such that Jy1NJy =0, X1 €
E(Jl) and X9 € E(JQ) imply that X1 N X5 € E(J1 U JQ).

E(s) J X CS(
) T T
X

D fi . (pff v o). An effectivity function
E : 246T 5 92° s sqid iff

1. VJ C AGT,D ¢ E(J), (Liveness)
2.VJ C AGT,S € E(J), (Termination)
3. E is AGT-mazimal,

4. E is outcome-monotonic, and

5. E 1s superadditive.

((S,E),V):
o S
e £:85— (2467 223) playable effectivity structure
s ff E(s) W
Eq(J) E(s)(J) ff Js

o V:8 —2Prop

M s:2

Ms|= (J)dt {s|M,s = ¢} € Es(J).

*Note that we use {J)¢ as an alternative notation for Pauly’s non-normal operator
[J]¢. We introduce this alternative syntax for two reasons: (1) the new syntax fits better
with the quantifier combination 3 — V underlying the semantics, and (2) we use Pauly’s
original syntax [J]¢ to denote Chellas’ STIT operator, thereby emphasizing that this is a
normal modal necessity operator.
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2.2.2 Complexity of reasoning with Coalition Logic
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w C X-STIT

tr((J)¢) = (DO[J1Xtr(4)

m .4. ¢ is a theorem of CL iff tr(¢) is a theorem of X-STIT.

2.3 Reasoning about coalitional strategic ability

2.3.1 Alternating-time Temporal Logic
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3An alternative name from the literature is ‘multi-player game model’, abbreviated
‘MGM’.



o v: Atm — 2W
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is a collective strategy Fags for all agents of Agt. Analogously, a tuple
(Q1,-..,Qn) (one Q; for each i € Agt) is called a .
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it actually suffices to use mappings f. : W — 2" [GJ04]. However, the current
definition is the customary one.
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2.3.2 Complexity of reasoning with Alternating-time Tem-
poral Logic

theorem
proving m odel checking
H G4
EX E

EX EC
over a
fized number of agents



¢
A
NEX E
over ATS E H
[ H W]
[ H Reactive Modules Language ()
MO CH [H *]
z [J] v H
()
NEXE
EH
2.3.3 From ATL to STIT logic
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tr(((A)X¢) = Os[Ascstit: Xir(d)]
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m .5. ¢ is satisfiable in ATL iff tr($) is satisfiable in STIT.
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3.1 Introduction

q (&[ |4 X
i ¢ ¢
i’ (Pr ef ; F o)
2 vm i
1 :
AGoal®L ¢ Pref,F¢ A Beli~¢
| &
PGoalSt¢ def
AGoalZ-CLgb A (Bel;¢ V Bel; G¢)Before—Pref ,F ¢
&
j .. AN P Goal" ¢ (4
z [
[ H

!This chapter is the long version of [LTHCO07].
2@ ¢ reads “¢ holds henceforth”, F¢ reads “¢ will eventually hold”, X¢ reads “¢ will
hold at the next time point”, and ¢ Beforey reads “¢ holds before 1) holds”.
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3.2 A logic of agency, belief and preference
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(
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3.3 Intention to be

3.3.1 Defining Intention to be by means of Dependence

We start with a definition of achievement goal similar to C&L’s definition.
An achievement goal of agent ¢ is a goal of which ¢ does not believes it is
already achieved:

AGoal;p % Pref,F¢ A ~Bel;.

We thus weaken C&L’s negative condition Bel;—¢ to —Bel;¢, the reason
being that AGoalic LF¢ is inconsistent, which is contrary to intuitions. Our
definition of intention to be is:

Intip ¥ AGoal;p A Bel;=[AGT \ {i}]F¢.
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Therefore according to the previous definition an agent ¢ intends that ¢
iff agent ¢ has the achievement goal that ¢ and believes that ¢’s occurrence
depends on 4. The latter condition means that 7 believes that his intervention
is needed in order to produce ¢ (see also [Sel67| with respect to this hypoth-
esis). We call Bel;=[AGT \ {i}|F ¢ in the definition of intention dependence
clause.

Given the previous definition, if an agent intends that ¢ then the agent
does not believe that ¢ will never hold in the future, that is, the following is
a validity in our logic:

Int;¢p — —Bel; G—¢.

According to our definition, an agent may intend that ¢ and intend that —¢
(Int;¢ A Int;—¢ is satisfiable). This is obviously not problematic. Indeed
our definition of intention to be concerns an indeterminate moment in the
future, and it is admissible for an agent to intend that ¢ will hold at w in
the future and to intend that —¢ will hold at w’ in the future when w and w’
are distinct moments. For example ¢ may intend that his Christmas holidays
will be spent at the mountains and intend that his summer holidays will not
be spent at the mountains.

In principle, according to our definition of intention to be, an agent i
cannot have the intention that it will rain or the intention that the sun will
rise and so on. Indeed events such as it rains, the sun rises etc. are events ¢
that satisfy the following property of independence from an arbitrary agent
i

Indep($,i) & F¢ — [AGT \ {i}]F¢.

This means that events such as it rains, the sun rises are events whose
possible future occurrence does not depend on agent i’s behavior. For in-
stance if it is the case that the sun rises then this fact is true independently
from what agent 7 does: Indep(SunRises,i). Now given an event ¢ (such
as the sun rises or it rains) that an agent (reasonably) believes to be inde-
pendent from himself, can we say that the agent intends that ¢? According
to our definition this is not possible as the following theorem shows.

Theorem 3.1. Bel;Indep($,i) A Intip — L.

Proof. By the definition of Intention to be, Int;¢ implies Pref;F ¢ which
in turn implies ~Bel;~F¢ by the inclusion axiom Bel;¢ — Pref,¢. By
standard modal principles for the normal operator Bel; and the definition
of Indep($,i) we can prove that —Bel;—F ¢ together with Bel;Indep(¢,1)
implies ~Bel;=[AGT \ {i}]F¢. Therefore (since we have proved that Int;¢
implies —Bel;—F ¢) we conclude that

Bel;Indep($,i) A Int;¢ implies =Bel;=[AGT \ {i}|F$. Since Int;¢ implies
Bel;=[AGT \ {i}|F ¢, we finally conclude that Bel;Indep(¢,i)AInt;¢ implies
1. O

This is for us a crucial property of intention to be: an agent ¢ cannot
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intend that ¢ when he believes that the occurrence of ¢ is independent from
i (and it is in this sense that we improve over C&L).

Our definition of intention allows to intend possible outcomes of nonde-
terministic actions: according to our definition, an agent who is going to
throw dice can have the intention that a six will be thrown, and an agent
who plays at the lottery can intend that a certain number will be drawn.

Example 3.1. Suppose that Bill wants that Bill will win the lottery:
Pref g, FBillWins.

Bill believes that the only way to win the lottery is by buying a lottery ticket.
Thus Bill believes that the future achievement of the result Bill wins the lot-
tery depends on Bill:

Bel,-[AGT \ {Bill}|F BillWins.
Since Bill does not believe to have won yet (wBel gy BillWins) we can con-
clude that Bill intends that Bill wins the lottery (Intp;;BillWins) and he
intends to bring this about by buying a lottery ticket.

We can justify the previous example. This depends on the way we con-
ceive the notion of intention to be. In our view the crucial aspect of the
notion of intention to be is the fact that this is inseparable from means-end
reasoning and deliberation. In order to understand what the agent intends
that ¢ means, we must focus on the agent’s planning activity for the achieve-
ment of ¢. Our claim is the following: an agent 7 intends that ¢ only if he has
decided to pursue some plans for achieving ¢ (i.e. he intends to do something
in order to achieve ¢) or at least he is convinced that he must do something
in order to achieve ¢. We claim that this is the crucial aspect of the notion
of intention to be and that it is nicely expressed by the dependence clause.
Given the dependence clause in the definition of intention to be, if 7 intends
that ¢ then ¢ is convinced that he will not achieve ¢ in the future unless
he intervenes by doing something. Therefore if ¢ intends that ¢ then either
he has already decided to pursue a specific plan in order to achieve ¢ (i.e.
i intends to do something in order to achieve ¢), or he is starting to build
a plan in order to achieve ¢.> Therefore, according to our perspective an
agent can intend that ¢ even if according to the agent’s beliefs, part of ¢’s
achievement is left to chance (for example when Bill wants that Bill will win
the lottery). Indeed supposing that Bill wants that ¢ = Bill wins, at the
very moment Bill comes to believe that the achievement of ¢ depends on

3The idea that an agent builds plans in order to satisfy his goals when he comes to
believe to be necessary for the satisfaction of his goals (i.e. the agent believes that the
achievement of what he wants depends on him), is related with a particular conception
of the way instrumental intentions are generated. We adhere somehow to Von Wright'’s
conception of practical inference [VW72] according to whom generation of intentions is
best captured by a necessity-based schema of the form: if the agent wants that ¢ holds in
the future, and believes he cannot achieve ¢ unless he does some action « then he intends
to do a.
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him (Bill may believe that he cannot win the lottery unless he buy a lottery
ticket), Bill starts to build plans for achieving ¢ (Bill may come to intend to
buy a lottery ticket).

3.3.2 Persistence of intentions

Similar to [HL04] we can prove a persistence property for intentions to be-
lieve: when an agent ¢ intends that Bel;¢ then he keeps this intention until
he either comes to believe that ¢, or does not believe anymore that his in-
tervention is needed in order to ensure that ¢ will hold.

Theorem 3.2.
Int;Bel;¢ — X (Bel;¢ V Int;Bel;¢p V ~Bel;=[AGT \ {i}|F Bel;¢)

is valid in our logic augmented of the no-forgetting aziom for preferences
Pref,X¢ — X Pref ;¢.

Proof. By definition Int;Bel;¢ is Pref ;F Bel;pA—Bel;¢pABel;=[AGT \ {i}|F .
It suffices to prove that
Pref ;F Bel;¢ N —~Bel;¢ — X (Pref;F Bel;¢)

First, observe that Pref,F Bel;¢ implies Pref;(Bel;¢ V XF Bel;¢), by the
LTL axiom, which implies Bel;¢ V Pref,XF Bel;¢ by negative introspection
for Bel; and the inclusion axiom. Therefore Bel;¢ V Pref; XF Bel;¢ together
with —Pref; X | implies Pref;XF Bel;¢ again by the inclusion axiom. Then
latter together with —Pref, X L implies X Pref,F Bel;¢ by the no-forgetting
axiom for Pref,. O

3.3.3 Discussion

The dependence aspect of intention to be discussed in the previous section
is strongly related with what psychologists have called bystander effect. Let
us analyze this in our setting of intention.

Example 3.2. Suppose two agents i and j witness the attack of another
agent k. They both can remain passive or intervene. We are facing four
histories: (1xx) both agents remain passive and k is not saved, (2yq) j in-
tervenes and i remains passive, (34)) 1 intervenes and j remains passive,
(40a) both agents intervene. What should be i’s mental state to develop the
intention that k is saved with our definition? (The problem for j is symmet-
rical.) © must believe that j is not in the process of helping k. Then his beliefs
are among histories 1)y and 34). Since preferences are included in beliefs,
1 cannot believe history 1)) possible, otherwise he would not prefer that k is
saved. Thus, 1’s preferences have to be exactly the history 3,y and his beliefs
must be 1xy and 3., or 3o alone. It means that © has the intention that k
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will be saved (hence i begins to intervene for saving the attacked agent), only
if 1 believes that 7 is not about to help k and i prefers that himself intervenes
while j remains passive.

This may seem rather restrictive. However, Darley and Latane [DL6§]|
have studied the bystander effect and empirically shown that in a public
place if an agent 7 believes that someone else is prepared to act and to help
an agent k who is attacked then it is very unlikely that ¢ takes action. One of
the ideas that has been advanced by psychologists is that, before individuals
act, they first have to take personal responsibility — they have to believe that
they must intervene in order to save the attacked person — that is, there is
a diffusion of responsibility when there are multiple witnesses to an event,
and as a result, any single individual is less likely to take action.

In the philosophical literature on action and intention there have been
other attempts to characterize the properties of the mental concept of in-
tention to be. Vermazen [Ver93] for instance would require the following
additional condition in the definition of intention to be: Bel,O0[AGT]|F¢,
when he says that “another necessary condition for having a non-act inten-
tion (intention to be) appears to be that the agent believes the state of
affairs that the intended proposition is about to be potentially controllable
by her... or perhaps controllable by some group of which she is a member”.
Baier [Bai70| would require the condition Bel;Q[i]F ¢, when she says that an
agent can only intend what (according to his beliefs) he has the power to
bring about. This latter condition is for us too strong since it is limited to
things that an agent can do and can directly control.* Indeed it does not
allow us to express the fact that an agent can intend that ¢ even if he does
not believe that he has the power to bring it about that ¢.

Example 3.3. Imagine an employer of a company who wants that employ-
ees will do a good job:
Pref empioyer F EmployeesGood.J ob.
The employer believes that employees will not do a good job unless he will
provide incentives for them. Therefore he believes that his intervention is
needed in order to ensure that employees will do a good job:
Bel ermpioyer[AGT \ {employer}| F EmployeesGoodJ ob.

Given the previous belief, the employer decides to encourage employees to do
a good job and provide incentives for them. Besides, suppose that the em-
ployer does not believe to have enough power to see to it that employees will
do a good job. Thus the employer does not believe that incentives constitute
a sufficient mean to motivate employees to do a good job and to guarantee
that employees will do a good job. So Baier’s condition

Bel ermpioyer Olemployer) F EmployeesGoodJ ob

“Bratman [Bra99] calls Baier’s condition for intending that ¢ “own action condition”.
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is not satisfied. Nevertheless, the employer’s goal that employees will do a
good job drives his plan of encouraging employees and providing incentives
for them, and it is reasonable to say that the employer intends that employ-
ees will do a good job:

Int crmpioyer EmployeesGoodJob.

Let us finally explore some relations of our concept of intention to be
with concepts which have been analyzed in the theory of multiagent systems.
Wooldridge and Dunne [WDO04] (referring to game theory [OR94|) provide
a definition of veto player. Approximately they say that “agent ¢ is a veto
player for agent j if and only if there is no coalition C' such that coalition
C satisfies agent j (the coalition C has the power of producing at least one
goal of agent j) and agent 4 is not a member of the coalition C”. The notion
of veto player with respect to a single goal of the agent j can be easily
captured in the STIT framework (Wooldridge and Dunne’s notion of veto
player is given with respect to the complete set of goals of agent j) by the
following definition:

Veto(i, j,4) < ~O[AGT \ {i}]F ¢ A AGoal;¢.
Thus agent ¢ is a veto player for agent 7 with respect to the achievement of
¢ iff § has the achievement goal that ¢ and if 4 is not part of the coalition
then the coalition does not have the power to see to it that ¢. The following
theorem shows the strict relation between our notion of intention to be and
the notion of veto player.

Theorem 3.3. Bel;Veto(i,i,$) — Int;p.

Proof. By the definition of veto player, Bel;Veto(i,i, ¢) implies
Bel;(~O[AGT \ {i}]F'¢ N AGoal;¢$) which in turn implies

Bel;(—=O[AGT \ {i}|F¢ A Pref ;F ¢ A\—Bel;$) by the definition of achievement
goal. By standard modal principles for Bel; the latter implies
Bel,~Q[AGT \ {i}|F¢ A Bel;Pref ;F ¢ A Bel;—Bel;¢. By properties of intro-
spection for beliefs and goals we can prove that

Bel,~QO[AGT \ {i}|F' ¢ A Bel;Pref ;F'¢ N\ Bel;~Bel;¢ implies

Bel,~O[AGT \ {i}|F¢ A Pref,F¢ N —Bel;$. Since

Bel,~O[AGT \ {i}|F ¢ implies Bel;—~[AGT \ {i}]F ¢ (by standard modal prin-
ciples for Bel; and the fact that O is S5), we can conclude that
Bel;=Q[AGT \ {i}]F ¢ A Pref,F¢ N ~Bel;¢ implies Int;¢ (by the definition
of Intention to be). This is enough for proving that Bel;Veto(i, 1, $) — Int;¢
is valid. U

Thus if agent ¢ believes to be a veto player for himself with respect to the
achievement of ¢ then agent 7 intends that ¢. Note that the converse does
not hold: ¢ might have the intention that ¢ without believing he is veto for

o.
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3.4 Application to Delegation

Recently other researchers have developed formal systems for reasoning about
delegation. Many of these approaches try to express the concept of delega-
tion without referring to mental states. Norman & Reed [NR02a, NR02b]
analyze those forms of delegation where by issuing an imperative an agent ¢
creates an obligation for another agent j to accomplish a given task. They
exploit a logic of agentive action by using a see to it that modal operator S;
similar to [JS96] and a deontic operator O¢. According to them a formula
such as S;085,¢ reading “agent ¢ sees to it that the state of affairs holds in
which it is obligatory for j to see to it that ¢” corresponds to 4’s action of
issuing an imperative to 7 and expresses a form of delegation.

Van der Hoek & Wooldridge [VAHWO05] develop a logic for reasoning
about cooperation in which the powers of agents and coalitions of agents
stem from a distribution of atomic Boolean variables to individual agents,
where the choices available to coalitions correspond to the possible truth as-
signments to the propositions they control. They have formulae {;¢ reading
“agent ¢ has the power to bring about ¢” and specific dynamic programs
i ~, j reading “agent ¢ transfers the control on p to agent j”. After defining
the notion of agent i’s control on a variable p as agent ¢’s power to choose p
to be either true or false,

Control(i, p) def Qip A Qi—p,
they take the following as an axiom:
Control(i,p) = (i ~p j)Control(j,p).
This means that after the occurrence of the program i ~~, j, j acquires the
control on variable p (j gets the power to choose p to be either true or false).
Van der Hoek & Wooldridge define delegation on the basis of this primitive
notion of empowerment.

In our view the previous approaches are too poor in expressive power
and their definitions are too broad to really clarify the concept of delegation
in many cases.

On one side, it is in our view unacceptable to collapse the concept of
delegation into the general concept of empowerment as Van der Hoek &
Wooldridge do. Indeed the connection between empowerment and delegation
of a task is not a necessary one.’

Suppose agent i pays 6.000 Euro to agent j to buy j’s car. After the
purchase j has 6.000 Euro more in his budget. He has acquired the power to
buy a new motorbike. Indeed by paying 6.000 Euro to 7, ¢ has transfered to
j the power to buy a new motorbike (supposing that before the purchase j’s
budget was 0 Euro): (i ~ gyymotorbike j) T- According to Van der Hoek &
Wooldridge’s logic after this transfer of power ¢ has the power to buy a mo-

*In [BVAT05] an analysis of the relation between institutional empowerment and
task/goal delegation is provided.
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torbike. Indeed (i ~ guynotorvike J)(QiBuyM otorbike A O;—BuyM otorbike)
holds. Anyway it seems to us very counterintuitive to say that in the ex-
ample there is some delegation involved (7 is not delegating to j the task
of “buying a motorbike”). Indeed no form of delegation is involved when an
agent simply pays a certain amount of money to another agent.

On the other side it is unacceptable for us to reduce delegation to some-
thing like “agent ¢ sees to it that the state of affairs holds in which it is
obligatory for j to see to it that ¢” as Norman & Reed do. Even accepting
Norman & Reed’s limited perspective on forms of deontic delegation involv-
ing imperatives and creations of obligations®, we think that their logic is
too weak for analyzing these special forms of delegation. The main problem
with their logic is that it is not able to exclude from the definition of del-
egation all those situations where by performing a certain action, an agent
i accidentally (non intentionally) sees to it that agent j is subject to a cer-
tain obligation. For example, by passing through the security gate at the
airport with a suspicious hand luggage, a terrorist named Oscar sees to it
that the state of affairs holds in which it is obligatory for the security service
to search Oscar’s hand luggage (suppose that there is a general rule saying
that “security service must search all suspicious hand luggage”):

SoscarOSsecuritySearchOscar Luggage.
It seems quite odd to say that Oscar delegates the security service to search
his hand luggage. Indeed, Oscar neither wants nor intends that security ser-
vice search his hand luggage. It is rather the institutional authority of the
airport that having the intention to prevent terrorist attacks (intentionally)
delegates to the security service the general task of searching all suspicious
hand luggage and the more specific task of searching Oscar’s luggage.

In our view in order to provide a formal characterization of the notion
of delegation, we cannot avoid to have mental states such as goals and in-
tentions in the framework. Indeed delegation is intrinsically an intentional
notion. An agent 7 delegates another agent j to accomplish tasks that ac-
cording to ¢ are important, that is, an agent ¢ delegates another agent j to
achieve some of his goals (this aspect is emphasized in [GDRDO05] as well).

Our aim in this section is to start from the goal-based theory of delegation
of Falcone & Castelfranchi [FC98] and to show that their notion of delegation
is intimately related with the notion of intention to be as defined in the
previous section.

Falcone & Castelfranchi individuate two different kinds of delegation.”
On the one hand, they have a kind of passive delegation, the delegation

5This perspective is too limited since not every act of delegation involves a normative
aspect. In many forms of delegation the delegating agent simply exploits or tries to
influence the delegated agent to accomplish the task without necessarily obliging him to
accomplish the task.

"Plus a third one for active delegation with explicit agreement.
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based on exploitation, on the passive achievement by i of the task. Agent
1 just exploits in his plan a fully autonomous action of agent j. In fact, ¢
has only to recognize the possibility that ;7 will realize a certain action and
that this action ensures that the goal of ¢ will be satisfied. In this case agent
1 ‘passively’ awaits the satisfaction of his goals given his expectation that j
will ensure it. On the other hand they have a kind of active delegation, the
delegation based on the active indirect achievement by ¢ of the task. Agent
i not only exploits agent j’s action for the achievement of his goals since he
sees agent j’s intervention as fundamental for this, but also acts in order to
induce j to perform the right course of action.

We provide the following formal definition of passive delegation in our
STIT logic with mental states:

PassiveDel(i, j, ¢) «

—Bel;=[AGT \ {i}|F[j]¢ N Pref;F[j]¢ A —Bel;p.

Thus, an agent 7 passively delegates the achievement of his goal that ¢
to agent j if and only if: - agent ¢ wants to achieve ¢ by exploiting agent
J (clause Pref,F[j]$); - agent i does not believe that ¢ is already achieved
(clause —Bel;¢); - according to i’s beliefs it is possible that there will be a
moment where j will see to it that ¢ independently from what ¢ does now
(clause = Bel,~[AGT \ {i}]|F[j]®).

We can prove the following property of passive delegation.

Theorem 3.4. PassiveDel(i,j, ¢) A Int;¢d — L.

Proof. By definition PassiveDel(i, ], ¢) implies
—Bel,~[AGT \ {i}|F[j]¢ which in turn implies
- Bel;i=[AGT \ {i}]F¢. (because [i|¢ is S5: [AGT \ {i}]¢ — ¢). By defi-
nition Int;¢ implies Bel;—~[AGT \ {i}]F¢. Therefore PassiveDel(i,j, $) N
Intid) — L. O

As claimed in the previous section, an agent’s intention that ¢ coincides
in our perspective with the planning stage, that is, when an agent intends
that ¢ then the agent has decided to pursue a plan in order to achieve ¢ (i.e.
he intends to do something in order to achieve ¢) or at least he is convinced
that he must do something in order to achieve ¢. The previous theorem
shows the core nature of passive delegation: if agent ¢ passively delegates
the achievement of his goal that ¢ to agent j then agent 7 does not intend
that ¢, which implies that agent ¢ simply awaits for the realization of ¢ by
passively exploiting agent j’s action (since he does not believe that he must
do something in order to achieve ¢). Strongly connected with the previous
theorem is the following theorem.

Theorem 3.5. PassiveDel(i,j,$) A Int;[j]¢ — L.
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Proof. By definition PassiveDel(i, j, ¢) implies
—Bel,~[AGT \ {i}|F[j]¢. By definition Int;[j|¢ implies Bel;=[AGT \ {:}] F[j]¢.
Therefore PassiveDel(i,j, $) A Int;[jl¢ — L. O

If agent ¢ passively delegates the achievement of his goal that ¢ to agent
j then agent 7 does not intend that j sees to it that ¢, which implies that
agent ¢ is not actually trying to find a way to trigger j’s behavior (since he
does not believe that he must do something in order to ensure that j sees to
it that ¢). We provide an example where passive delegation is involved.

Example 3.4. Bill sees that the bathroom is not tidy:
= Bel gy TidyBathroom,
and wants to have a tidy bathroom:
Pref giunFTidyBathroom.
According to Bill’s beliefs it is possible that John will clean the bathroom
independently from what Bill does:
—Belpiu—[AGT \ {Bill}|F[John]TidyBathroom.
From this it follows that it is not the case that Bill believes that he must do
something in order to ensure that the bathroom will be tidy:
—Belpiy—[AGT \ {Bill}|FTidyBathroom.
Moreover Bill prefers to exploit John for cleaning the bathroom:
Pref i, F'|John|TidyBathroom.
This means that Bill passively delegates to John the task of cleaning the
bathroom:
PassiveDel(Bill, John, TidyBathroom,).
Therefore Bill does not intend that the bathroom will be tidy and does not
intend that John will clean the bathroom:
—Int gy TidyBathroom A —Int g [John]|TidyBathroom.

Let us introduce the following formal definition of active delegation:

ActiveDel(i, j, ¢) «

Beli-[AGT \ {i}]F[j]$ A PrefF[j]$ A ~Bel;p
~Bel;, F[AGT \ {j}]¢.

Hence, an agent i actively delegates the achievement of his goal that
¢ to agent j if and only if: - agent ¢ wants to achieve ¢ in the future by
exploiting agent j (clause Pref;F[j]¢); - agent i does not believe that ¢ is
already achieved (clause —Bel;¢); - agent i believes that agent j will not see
to it that ¢ independently from i’s intervention (Bel,—[AGT \ {i}|F[j]¢); -
agent ¢ does not believe that the future achievement of ¢ will not depend on
what j will do (clause =Bel, F[AGT \ {j}]¢).8

8This latter condition is given in order to capture the choice aspect involved in every
act of delegation. Indeed agent i’s belief that ¢ will not be achieved unless j will intervene
and will do something, is a sufficient reason for ¢ to decide to exploit j for achieving ¢
and to delegate to j the task of achieving ¢.
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In active delegation we do not only have a delegating agent ¢ who has
decided to exploit the action of the delegated agent j for the achievement
of a certain (wanted) result ¢, but also i plans to do something in order
to ensure that j will see to it that ¢, given his beliefs that agent j cannot
see to it that ¢ independently from i’s intervention. The following theorem
captures the core nature of active delegation.

Theorem 3.6. ActiveDel(i, j, ¢) — Int;[j].

Proof. By definition ActiveDel(i, j,$) implies

Bel;=[AGT \ {i}|F[j]¢é A Pref;F[j]l¢ N ~Bel;¢p. Moreover —Bel;¢ implies
—Bel;[j]¢ because [j] is S5 ([j]J¢ — ¢). Therefore we can conclude that
ActiveDel(i, j, ¢) implies

Bel;~[AGT \ {i}|F[j|¢N\Pref ;F|[j]¢A—Bel;[j]¢ which in turn implies Int;[j]¢
by the definition of Intention to be. O

Thus active delegation entails a specific kind of intention to be. If agent
1 actively delegates the achievement of his goal that ¢ to 7 then i has the
intention that 7 sees to it that ¢. Indeed in active delegation when i delegates
to j the achievement of ¢, he believes that he must induce and influence j
to perform such action that will bring about ¢. In active delegation the
delegant either has decided to pursue a plan in order to induce the delegated
agent to accomplish the task (i.e. the delegant intends to do something in
order to induce the delegated agent to accomplish the task) or at least he is
convinced that he must do something in order to induce the delegated agent
to accomplish the task. Let us work once again with an example.

Example 3.5. Bill believes that the car is damaged and Bill wants to repair
his car in the future:

—BelgiuRepaired A\ Pref g;;; F Repaired.
Moreover Bill does not believe that there will be a moment where the car will
be repaired without the aid of a mechanic:

—Bel; F[AGT \ { Mechanic}]|Repaired.
Thus Bill wants to exploit the mechanic for repairing the car:

Pref gy F[Mechanic]Repaired.
Suppose that Bill believes that the mechanic will not repair the car unless Bill
will ask him to repair the car. Thus Bill believes that the mechanic will not
repair the car if Bill does not intervene:
Belpiy—[AGT \ {Bill}| F[Mechanic|Repaired.

Accordingly Bill intends to ask the mechanic to repair the car. We conclude
that Bill actively delegates to the mechanic the task of repairing the car:

ActiveDel(Bill, M echanic, Repaired).
From this it follows that Bill intends that the mechanic will repair the car:

Int g;y[M echanic) Repaired.
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Given our definition of active delegation, the following is a validity in our
logic.

Theorem 3.7. Bel,[AGT \ {i}|F[k]¢ — —ActiveDel(i, j, ¢).

Proof. By definition ActiveDel(i,j,$) implies

—Bely F[AGT \ {j}|¢. Moreover Bel;[AGT \ {i}|F[k]¢ implies Bel,F'[k]¢,
because [i]¢ is S5 ([AGT \ {i}]|F[k]¢ entails F[k]¢p). Finally Bel;F[k]¢ im-
plies Bel; F[AGT \ {j}]¢. Thisis enough to prove that Bel;,[AGT \ {i}|F[k]¢ —
- ActiveDel(i, j, §). O

Thus an agent ¢ cannot actively delegate the achievement of his goal that
¢ to agent § when he believes that agent £ will see to it that ¢ independently
from what agent ¢ actually does. This principle is reasonable since it is not
rational for an agent i to make efforts in order to induce and influence another
agent j to bring it about ¢, when ¢ believes that there is a third agent k¥ which
is going to cause ¢.

3.5 Discussion

A general specification The present work should better be understood
as a specification of the language needed to grasp intention, and a simple
clarification of the concepts involved. Indeed, for a matter of simplicity,
we use Chellas’ STIT operator, which is somewhat the minimal operator
of agency. It is worth noting that this operator often fails at modeling
what it intuitively should. For instance, the straightforward modeling of the
influence of an agent 7 on an agent j # ¢ trivializes: [i][j]¢ = O¢ follows
from independence of agents. Also, in philosophy, the debate on the notion
of responsibility for a state of affairs is still an active discussion. The fact
that O¢ — [¢]¢ is valid with Chellas’ STIT can remain a problem: what does
“agent 7 ensures ¢’ means if ¢ is inevitable? The deliberative STIT, defined
as Dstit;¢ def [i]¢ A =O¢ is a first step, but this time Dstit;Dstit;¢p = L.

But what is essentially missing in order to capture future-directed inten-
tion is the possibility to reason about strategies in the long run. Indeed,
future-directed intentions can be seen as plan generators. Plans imply dif-
ferent points of choice, while the Chellas’ STIT deals with a unique choice.
Obviously, we can achieve much less with one choice/action than with a se-
quence of actions. The notion of intention that we capture with a ‘one step’
operator of agency is thus very rough.

However, we think that our framework is a satisfactory account of inten-
tion, in the sense that we have embedded the relevant primitives for future-
directed intention. In particular, we believe that the [i] operator is central,
by providing the causal link between the agent and what he brings about.
The different scenarios discussed and the application to delegation illustrate
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that. If the work presented here can be taken as a specification, we argue
that we can derive different ‘granularities of intention’ by replacing Stit with
different operators of agency, plus possibly some slight adjustments.

Towards collective intentionality It is worth noting that we have
not taken position concerning intentions of groups. Indeed, our framework
exclusively deals with individual beliefs and preferences. While it is widely
assumed that common belief is the relevant group belief for intention, there
is no consensus on what a group preference is. It is sometimes simplified
by: a group of agents J prefers ¢ iff every agent ¢ € J prefers ¢. Let
us turn back some months ago in Italy before the elections of the Prime
Minister. Clearly, Chiara, a member of the ‘left coalition’ which prefers
that Prodi is elected, may not develop that intention. She can indeed ra-
tionally consider that [AGT \ {Chiara}|F ProdiElected is possible, even if
“Belchiara[AGT \ {Chiara}]F ProdiElected. At least she will have the in-
tention that Chiara has voted for Prodi. This is very different for the group
‘left coalition’, that counts C'hiara plus some millions of other electors. The
group prefer that Prodi is elected (Pref 1 f1coqiition F ProdiElected). More-
over, the group should rationally believe that without them, Italian electors
will not elect Prodi (Bel e ftcoatition " [AGT \ LeftCoalition|F ProdiElected).
We thus conclude that if individually, members of the left coalition do not
necessarily have the intention that Prodi is elected (actually, reasonable elec-
tors do not have this intention), the group as a whole necessarily has this
intention.

However, capitalizing on our general definition, we believe it would be
interesting to investigate the balance between individual and group inten-
tions.

Related work on Intention to be Merging intentions in a logic for
multiagent systems where it is possible to talk about powers, abilities and
dependences between agents and group of agents is a rather new approach.
Nevertheless the need for formalisms for reasoning about intentions in mul-
tiagent scenarios has been advocated by other authors in the 90ies. In their
seminal paper on shared plans [GK96|, Grosz & Kraus distinguish the con-
cept of intention to be from the concept of intention to do an action (as do
C&L). They argue that the notion of intention to be is fundamental for a
theory of shared plans. Indeed in a multiagent setting, agents often intend
that other agents will do their part in the shared plan or agents in a team
generally intend that the team (as a collective entity) will accomplish the
task. These kinds of intentions play a crucial coordinative function in col-
lective activity. Differently from Grosz & Kraus’ approach we have defined
intention to be in terms of more basic constructs (belief about dependence
and achievement goal). In our view this is necessary in order to better un-
derstand the nature of this kind of mental attitude.
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Jamroga et col. [JvdHWO05] extend ATL by introducing intentions as
primitives in the models. Contrary to the present paper, there is no mental-
ist aspect of intentions. If an agent ¢ intends that ¢ then he can force that
¢ in a way consistent with his intentions, that is, if ¢ does what he intends
to do, then he can force that ¢. Hence, 7 intending that ¢ implies that ¢ can
force that ¢ if i do what ¢ intends to do.

Also, very recently, Wansing [Wan06] has sketched a logic based on belief,
desire, intention and STIT. He particularly stresses the importance of the
restricted complement thesis [BPX01], claiming that a variety of concepts,
among which intention, concerned with agents must take agentive sentences
as their complement. That is, intentions should focus on agentive formulae
It is argued that a combined BDI logic and STIT logic is a promising research
avenue. We obviously fully agree with that.
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